The Semantic Web Health Care and Life Sciences Interest Group work in progress: A large scale, OBO inspired, repository of biological knowledge based on Semantic Web technologies.
The Semantic Web Health Care and Life Sciences Interest Group (HCLSIG) is chartered to develop and support the use of Semantic Web technologies and practices to improve collaboration, research and development, and innovation adoption in the Health Care and Life Science domains. As part of our activities we have modeled a variety of biological databases in OWL, loaded these into a triple store that currently contains in excess of 300M triples, and made these available for public query via a SPARQL endpoint. The work illustrates approaches in preparing and using biological information on the Semantic Web. 

Modeling: We make a clear distinction between records in databases
 and real world statements such as about proteins in cells. Care is taken to use URIs to uniquely name resources and biological entities.  We experiment with and extend the OBO Foundry design principles to create interoperability across OBO ontologies and demonstrate this with alignment of  the gene ontology annotations with two new representations of neuroscience databases (NeuronDB and BAMS), and mammalian orthology information
.

Semantic Web: We present a scheme for using URIs based on the purl.org resolver. Durable URIs are given to existing resources where providers don’t currently have stable identification schemes, as well as for newly defined classes and instances. In order to avoid resolver redirection overhead for large numbers of queries, agents can query the resolver once for the rewrite rules, implement them in their application, and subsequently directly access the provider’s resources. Attempts to access entities that do not denote information resources generate appropriate http-range14 specified 303 responses that include both HTML
 and RDF to guide Semantic Web agents.

Technology: We use the Openlink Virtuoso triple store. All data is represented in OWL, to take advantage of its well-defined semantics. It’s possible to store OWL
 in an RDF triple store, however only limited inference capabilities are provided. We show how to enable useful SPARQL queries against the OWL representations. This is done by using a combination of Virtuoso’s native transitive closure support, simple rules based on their implementation of SPARUL
, and pre-computed partonomy relationships calculated by an OWL reasoner.

All data is available for download and instructions are given for reproducing our work. Taken as a whole, the platform is useful as an instructive proof of concept and prototyping environment, as a target for large scale OWL reasoning systems, and for answering useful queries.

�I’d prefer “instance” as opposed to record, because I think the former is less opaque.  “record” is a bit overloaded.


�Do we have any intention of using the BFO-derived version of NeuroNames we have in the BIRNLex-Anatomy OWL file (http://www.nbirn.net/birnlex/1.2.2/BIRNLex-Anatomy.owl)?  This provides a much better better integration framework for neuroanatomy than anything else available (e.g., MeSH, the partial neuroanatomy coverage in NeuronDB, the somewhat idiosyncratic neuroanatomy coverage in BAMS – NN is well-organized superset of all of the above).  I’m in the process of uploading a final development/beta version - v1.2.2 (later today, hopefully) that includes a slightly more comprehensive import of NN than we currently have – including surface parcellations, which we’d been avoiding for a while due to the need for more complex mereotopological relations to link the surface maps to corresponding volumetric regions.  I think we can profit from trying out some of the OBO-RO mereotopological proposals Alan has been working on to do this work.


�We also have a compressed version of NCBI Taxonomy in BIRNLex-OrganismalTaxonomy.owl (http://www.nbirn.net/birnlex/1.2.2/BIRNLex-OrganismalTaxonomy.owl).  We need to support cross-species expression analysis, cell-biological integration, and multi-scale neuroanatomical integration across mouse, rat, chick, quail, macaque, and human, so these are all in there using a minimal representation of NCBI Taxonomy that includes the taxons representing the critical phylogenetic branch points.  As we know, there are some rather significant organism taxonomy & phylogenetic ontology efforts in the offing, but its likely to be some time before a practical OWL file is available.  The BIRNLex OWL file is relatively simple including the core subsumptive graph and disjoints.  There is also information on all the inbred strains and transgenics we must support in BIRN, but I still need to work out some kinks in how that is represented.


�I find this sentence a bit unclear.  What does it mean to supply semantic web agents with HTML metadata?  Wouldn’t they just consume the RDF metadata and skip scraping the HTML?  When you say HMTL in this sentence are you just referring to the error code response(s)?


�Has there been any effort in the Openlink Virtuoso group to make use of the SPARQL-DL work from the Pellet group?


�How does this relate to the DL-safe rules effort from the Pellet group?


�How does this relate to the DL-safe rules effort from the Pellet group?





